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Why Trivyn?

I wanted to build:

● A powerful knowledge graph platform 
that scaled down to a single 
workstation and was truly easy to 
deploy

● A modern, intelligent ontology 
generator that gave me a solid 
BFO/CCO-aligned starting point

● Trustworthy natural language query 
capability I could rely on

And I wanted everything to work fully 
offline with zero cloud dependency or 
vendor lock-in



Trivyn Architecture



Ontology Generation

● Source specific processors store data patterns in cache on ingest

● The “raw ontology” is generated deterministically using cached data patterns

● Alignment to TLO is handled in MOOSE

● OWL 2 RL validation uses the integrated GROWL reasoner. 
○ GROWL - open source reasoner: https://github.com/trivyn/growl



TLO alignment (MOOSE)
● Four tiers

○ Category classification

○ Keyword / Structural

○ Embedding Fusion

○ Constrained LLM choice

■ LLM picks from a curated list

○ Specificity walk: post-commit, 

descend subClassOf chain toward 

more specific subclasses while 

label-cosine improves



Modular Ontology-Orchestrated Synthesis Engine

● Pipeline, knowledge model, session 

state, and extensions are all 

ontological

● Richer ontology annotations can 

substitute for larger LLMs.

● Symbolic layer does the heavy lifting

● LLM operates only as a narrow NL 

sensor



MOOSE Query Pipeline

● Hybrid neurosymbolic design

○ Symbolic layer does the heavy lifting, LLM acts only as a narrow sensor

● Keyword match first

○ fast deterministic path; LLM extraction is only triggered when needed

● Single fusion point + ontology driven walk

● LLM synthesis only at the end

○ final answer formatting, never query planning or reasoning



Demo
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- Training mode disables LLM resolution assistance to 

find gaps in the ontology

- User clarifications are sent to an approval queue for 

review before being promoted to the ontology
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